PHASE 2: BACKEND DEVELOPMENT - STRATEGIC PROMPT
🎯 MISSION
Build a scalable backend foundation with an automated influencer growth engine. The influencer platform is CRITICAL - it must work flawlessly from day one.
📍 CONTEXT
· Location: ~/test-project/sunaiva-consumer/backend/
· Architecture Goal: Microservices-ready, API-first
· Scale Target: 100k users, 1k influencers
· Development Approach: TDD with parallel agents
· Hybrid Optimization: Use Claude for strategic decisions, Gemini for bulk implementation
🚀 KEY OUTCOMES NEEDED
1. Automated Influencer Platform
What Success Looks Like:
· Influencers can sign up and get their custom subdomain instantly
· Commission tracking works accurately (30% first month, 15% ongoing + volume bonuses)
· Monthly payouts happen automatically
· Zero manual intervention required
Critical Constraints:
· Must handle domain conflicts gracefully
· Minimum 1000 follower requirement
· $50 minimum payout threshold
You Decide:
· Best approach for subdomain generation
· Optimal database schema
· How to integrate with Stripe Connect
· Fraud prevention strategy
Hybrid Implementation:
· Use Gemini Flash for bulk API endpoint generation
· Use Claude for complex business logic and validation
· Use Gemini Pro for database schema optimization
2. Core Backend APIs
What Success Looks Like:
· RESTful API serving frontend needs
· JWT authentication that's secure
· Response times under 200ms
· Handles 10k concurrent users
You Decide:
· Framework and structure
· Error handling approach
· Caching strategy
· API versioning method
Hybrid Implementation:
· Route CRUD operations to Gemini Flash for cost efficiency
· Keep authentication and security logic in Claude
· Use Gemini Pro for performance optimization
3. Memory Persistence System
What Success Looks Like:
· Users' conversations are remembered across sessions
· Context retrieval is fast and relevant
· Works with Open MCP for local-first storage
· Scales to millions of memories
You Decide:
· Vector database choice
· Memory consolidation algorithm
· Caching architecture
· Search implementation
Hybrid Implementation:
· Use Gemini Flash for bulk memory storage operations
· Use Claude for complex memory consolidation logic
· Use Gemini Pro for vector search optimization
4. Regional Support
Required Regions:
· US: $33 USD
· AU: $49 AUD
· EU: €31 EUR
· SG: $43 SGD
You Decide:
· How to detect regions
· Currency handling approach
· Voice selection per region
🎯 SUCCESS METRICS
Influencer Platform
· Signup to subdomain: <2 minutes end-to-end
· Commission accuracy: 100% with audit trails
· Payout reliability: 99.9% automated success rate
· Fraud detection: <1% false positives
Core APIs
· Performance: All endpoints <200ms p95
· Reliability: 99.9% uptime
· Security: Zero authentication bypasses
· Scalability: Linear performance to 100k users
Memory System
· Retrieval Speed: <100ms for any memory lookup
· Accuracy: Relevant context returned 95%+ of time
· Storage Efficiency: Smart consolidation saves 60%+ space
· Privacy Compliance: Full user control and export
Cost Optimization
· Backend Development: 70-80% cost reduction via hybrid approach
· API Operations: Route bulk operations to Gemini Flash
· Complex Logic: Keep security and business rules in Claude
· Performance: Use Gemini Pro for optimization tasks
🔧 TECHNICAL REQUIREMENTS
Influencer Platform Technical Details
· Subdomain Generation: *.sunaivapartner.com wildcard support
· Commission Calculation: Real-time tracking with audit trails
· Payout Processing: Automated monthly via Stripe Connect
· Analytics Dashboard: Real-time performance metrics
· Fraud Detection: Multiple verification layers
API Performance Standards
· Response Time: <200ms p95 for all endpoints
· Throughput: 10k concurrent users minimum
· Availability: 99.9% uptime target
· Security: JWT with refresh tokens, rate limiting
Memory System Integration
· Storage: Local-first with cloud sync option
· Retrieval: Vector search in <100ms
· Consolidation: Smart compression of old memories
· Privacy: User controls all data sharing

The backend is the foundation everything else builds on. Get this right with hybrid optimization and SUNAIVA scales effortlessly while keeping costs minimal.

