SUNAIVA Translator URL Configuration Manual
Critical System Component Reference Guide

Overview
The SUNAIVA Translator is a protocol conversion layer that allows Open WebUI to communicate with various LLM providers. It translates OpenAI's chat format to the provider's specific API format, enabling seamless provider switching without modifying Open WebUI.
Current Status: Connected to Together AI for <3 second responses
Location: ~/sunaiva-proxy/sunaiva_translator.py

Quick Provider Switching Guide
To Change Providers (3-Step Process):
# 1. Stop and remove current translator
sudo docker stop sunaiva-translator
sudo docker rm sunaiva-translator

# 2. Edit translator configuration
cd ~/sunaiva-proxy
nano sunaiva_translator.py

# 3. Rebuild and run
sudo docker build -t sunaiva-translator .
sudo docker run -d --name sunaiva-translator -p 8000:8000 --restart unless-stopped sunaiva-translator
sudo docker logs -f sunaiva-translator

Provider Configurations
🚀 Together AI (Current - Fast Serverless)
# Configuration (lines 28-31 in sunaiva_translator.py)
TOGETHER_BASE_URL = "https://api.together.xyz/v1"
TOGETHER_API_KEY = "your-together-api-key"
MODEL_ID = "meta-llama/Llama-3.3-70B-Instruct-Turbo"
MODEL_ALIAS = "gpt-3.5-turbo"  # What Open WebUI sees
· Cost: $0.90/1M tokens (~$0.0009 per conversation)
· Speed: 1-3 seconds response time
· Best for: Launch phase, <15K users
🖥️ RunPod (Original - Serverless GPU)
RUNPOD_BASE_URL = "https://api.runpod.ai/v2/YOUR_ENDPOINT_ID/openai/v1"
RUNPOD_API_KEY = "your-runpod-api-key"
MODEL_ID = "TheBloke/Llama-2-70B-Chat-AWQ"
MODEL_ALIAS = "gpt-3.5-turbo"
· Cost: $2.99/hr when active
· Speed: 5-10 seconds response time
· Best for: Development, testing
⚡ Lambda Labs (Dedicated H100)
LAMBDA_BASE_URL = "https://api.lambdalabs.com/v1"
LAMBDA_API_KEY = "your-lambda-api-key"
MODEL_ID = "meta-llama/Llama-2-70b-chat-hf"
MODEL_ALIAS = "gpt-3.5-turbo"
· Cost: $2.49/hr (24/7 = $1,793/month)
· Speed: 2-3 seconds response time
· Best for: >15K users, consistent load
🔧 Modal (True Serverless)
MODAL_BASE_URL = "https://your-app.modal.run/v1"
MODAL_API_KEY = "your-modal-api-key"
MODEL_ID = "meta-llama/Llama-2-70b-chat-hf"
MODEL_ALIAS = "gpt-3.5-turbo"
· Cost: $3.15/hr (billed per second)
· Speed: 8-10 sec cold start, 1-2 sec warm
· Best for: Burst traffic, backup
🏢 Self-Hosted (Future Custom Model)
CUSTOM_BASE_URL = "https://your-domain.com/v1"
CUSTOM_API_KEY = "your-internal-api-key"
MODEL_ID = "sunaiva-validated-70b"
MODEL_ALIAS = "gpt-3.5-turbo"
· Cost: Your infrastructure costs
· Speed: Depends on your hardware
· Best for: Full control, custom models

Critical File Locations
# Translator Python script
~/sunaiva-proxy/sunaiva_translator.py

# Docker build files
~/sunaiva-proxy/Dockerfile
~/sunaiva-proxy/requirements.txt

# Open WebUI data (preserved across updates)
/var/lib/docker/volumes/sunaiva-webui-data/

Troubleshooting Common Issues
1. Blank Responses
· Cause: Streaming enabled in Open WebUI
· Fix: Settings → Chats → Turn OFF "Stream Chat Response"
2. Model Not Appearing
· Cause: Wrong model ID or connection issue
· Fix: Check MODEL_ALIAS is "gpt-3.5-turbo" in translator
3. 500 Errors
· Cause: API key invalid or endpoint URL wrong
· Fix: Verify credentials and URL format for provider
4. Slow Responses
· Cause: Provider latency or cold starts
· Fix: Switch providers or implement warm-up strategy

Testing New Providers
1. Direct API Test
# Test provider directly (example for Together AI)
curl -X POST https://api.together.xyz/v1/completions \
  -H "Authorization: Bearer YOUR_API_KEY" \
  -H "Content-Type: application/json" \
  -d '{
    "model": "meta-llama/Llama-3.3-70B-Instruct-Turbo",
    "prompt": "[INST] Hello [/INST]",
    "max_tokens": 100
  }'
2. Translator Health Check
# Check translator is running
curl http://localhost:8000/health

# Check models endpoint
curl http://localhost:8000/v1/models
3. Full Integration Test
# Test through translator
curl -X POST http://localhost:8000/v1/chat/completions \
  -H "Content-Type: application/json" \
  -d '{
    "model": "gpt-3.5-turbo",
    "messages": [{"role": "user", "content": "Hello"}],
    "stream": false
  }'

Multi-Provider Architecture (Future)
# Advanced configuration for automatic failover
PROVIDERS = {
    'primary': {
        'url': 'https://api.together.xyz/v1',
        'key': 'together-key',
        'model': 'meta-llama/Llama-3.3-70B-Instruct-Turbo'
    },
    'secondary': {
        'url': 'https://api.lambdalabs.com/v1',
        'key': 'lambda-key',
        'model': 'meta-llama/Llama-2-70b-chat-hf'
    },
    'backup': {
        'url': 'https://your-modal-app.run/v1',
        'key': 'modal-key',
        'model': 'meta-llama/Llama-2-70b-chat-hf'
    }
}

Cost Optimization Guide
Usage-Based Switching
· 0-15K users: Together AI (serverless)
· 15K-50K users: Lambda Labs (dedicated)
· 50K+ users: Self-hosted cluster
Monthly Cost Estimates
10K users (20 msgs/day):
- Together AI: ~$180/month
- Lambda Labs: $1,793/month
- Recommendation: Together AI

100K users (20 msgs/day):
- Together AI: ~$1,800/month
- Lambda Labs: $1,793/month
- Recommendation: Lambda Labs

100K users (50 msgs/day):
- Together AI: ~$4,500/month
- Lambda Labs: $1,793/month
- Recommendation: Lambda Labs

Security Considerations
1. API Keys: Never commit to git
2. Environment Variables: Use for production
3. Network: Translator only accessible from Open WebUI
4. Monitoring: Check logs regularly for anomalies

Maintenance Commands
# View translator logs
sudo docker logs -f sunaiva-translator

# Restart translator
sudo docker restart sunaiva-translator

# Check resource usage
sudo docker stats sunaiva-translator

# Update translator code
cd ~/sunaiva-proxy
nano sunaiva_translator.py
sudo docker build -t sunaiva-translator .
sudo docker restart sunaiva-translator

Future Enhancements
1. Automatic Failover: Implement multi-provider routing
2. Response Caching: Cache common queries
3. Load Balancing: Distribute across providers
4. Custom Model: Deploy proprietary SUNAIVA model
5. Monitoring: Add performance tracking

Critical Notes
⚠️ Always test provider changes before production
⚠️ Keep MODEL_ALIAS as "gpt-3.5-turbo" for Open WebUI compatibility
⚠️ Disable streaming in Open WebUI for reliable responses
⚠️ Monitor costs daily when scaling users

Support Information
· Translator Location: ~/sunaiva-proxy/sunaiva_translator.py
· Container Name: sunaiva-translator
· Internal Port: 8000
· Open WebUI Connection: http://172.17.0.1:8000/v1
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