Comprehensive LibreChat production deployment guide
This guide provides step-by-step instructions for deploying LibreChat in production with Together AI integration, advanced database configurations, monitoring, payment systems, and complete white-labeling capabilities.
Core production requirements
LibreChat requires Node.js v20.19.0+ (or ^22.12.0), Docker, MongoDB, and Git for deployment. The platform supports multiple AI providers, advanced caching, and extensive customization options through environment variables and configuration files.
Initial setup and configuration
# Clone repository
git clone https://github.com/danny-avila/LibreChat.git
cd LibreChat

# Create configuration files
cp .env.example .env
cp librechat.example.yaml librechat.yaml
Together AI integration with Mixtral models
Together AI provides access to Mixtral-8x7B and Mixtral-8x22B models through a simple API key configuration. Add your Together AI credentials to the .env file:
# Together AI Configuration
TOGETHERAI_API_KEY=your_together_ai_api_key_here
NODE_ENV=production
DOMAIN_CLIENT=https://your-domain.com
DOMAIN_SERVER=https://your-domain.com
Configure the models in librechat.yaml:
version: 1.2.8
cache: true

endpoints:
  custom:
    - name: "together.ai"
      apiKey: "${TOGETHERAI_API_KEY}"
      baseURL: "https://api.together.xyz"
      models:
        default: [
          "mistralai/Mixtral-8x7B-Instruct-v0.1",
          "mistralai/Mixtral-8x22B-Instruct-v0.1",
          "NousResearch/Nous-Hermes-2-Mixtral-8x7B-DPO",
          "NousResearch/Nous-Hermes-2-Mixtral-8x7B-SFT"
        ]
      fetch: true
      titleConvo: true
      titleModel: "mistralai/Mixtral-8x7B-Instruct-v0.1"
      modelDisplayLabel: "Together AI"
      iconURL: "https://together.ai/favicon.ico"
Advanced database configuration
LibreChat supports a multi-database architecture optimized for different workloads. MongoDB serves as the primary database, while Redis provides caching and PostgreSQL powers vector operations.
Redis integration for caching and sessions
# Redis Configuration (Experimental)
USE_REDIS=true
REDIS_URI=redis://localhost:6379
USE_REDIS_CLUSTER=false
REDIS_KEY_PREFIX=librechat_
REDIS_MAX_LISTENERS=10

# For AWS ElastiCache
REDIS_URI=your-cluster.xxx.cache.amazonaws.com:6379
USE_REDIS_CLUSTER=true
PostgreSQL alongside MongoDB
# PostgreSQL for RAG API
RAG_PORT=8000
RAG_DATABASE_URI=postgresql://user:password@localhost:5432/rag_db
RAG_OPENAI_API_KEY=your_openai_api_key

# MongoDB remains primary
MONGO_URI=mongodb://username:password@localhost:27017/LibreChat?retryWrites=true&w=majority
Self-hosted Mem0 with Pinecone for scale
For maximum privacy with unlimited scale, self-host Mem0 for processing while using Pinecone for vector storage:
services:
  # Self-hosted Mem0 Core with Pinecone
  mem0:
    image: mem0ai/mem0:latest
    container_name: sunaiva-mem0
    restart: always
    environment:
      - OPENAI_API_KEY=not-needed  # Use local embeddings
      - TOGETHER_API_KEY=${TOGETHER_AI_API_KEY}
      - PINECONE_API_KEY=${PINECONE_API_KEY}
      - PINECONE_ENVIRONMENT=${PINECONE_ENVIRONMENT}
      - PINECONE_INDEX_NAME=${PINECONE_INDEX_NAME}
      - POSTGRES_URL=postgresql://mem0:${MEM0_DB_PASSWORD}@postgres:5432/mem0
      - EMBEDDING_MODEL=local
    depends_on:
      - postgres
    volumes:
      - ./mem0_data:/data
    networks:
      - librechat-network

  # PostgreSQL for PII separation
  postgres:
    image: postgres:15-alpine
    container_name: sunaiva-postgres
    restart: always
    environment:
      POSTGRES_USER: sunaiva
      POSTGRES_PASSWORD: ${POSTGRES_PASSWORD}
      POSTGRES_DB: sunaiva
    volumes:
      - postgres_data:/var/lib/postgresql/data
      - ./init-scripts:/docker-entrypoint-initdb.d
    networks:
      - librechat-network
Create PII separation schema (init-scripts/01-create-pii-schema.sql):
-- Separate PII from vector data
CREATE SCHEMA IF NOT EXISTS pii;
CREATE SCHEMA IF NOT EXISTS vectors;

-- PII table (stored locally)
CREATE TABLE pii.users (
    user_id UUID PRIMARY KEY,
    email VARCHAR(255),
    name VARCHAR(255),
    phone VARCHAR(50),
    created_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,
    -- Encrypted fields
    payment_info BYTEA,
    personal_notes BYTEA
);

-- Vector metadata (no PII)
CREATE TABLE vectors.memory_metadata (
    vector_id VARCHAR(255) PRIMARY KEY,
    user_id UUID REFERENCES pii.users(user_id),
    category VARCHAR(100),
    timestamp TIMESTAMP,
    token_count INTEGER,
    -- No actual content stored here
    content_hash VARCHAR(64)
);

-- Audit trail for compliance
CREATE TABLE pii.access_logs (
    log_id SERIAL PRIMARY KEY,
    user_id UUID,
    accessed_by VARCHAR(255),
    access_type VARCHAR(50),
    timestamp TIMESTAMP DEFAULT CURRENT_TIMESTAMP
);
Configure environment variables:
# Pinecone Configuration (Critical for scale)
PINECONE_API_KEY=pcsk_3VmFxs_LNPPxushgEm514CryWczqjQH4SwsTSWfer1a4Bg6zsDkyD73wYYp5RgiG3bzpmy
PINECONE_ENVIRONMENT=us-west1-gcp
PINECONE_INDEX_NAME=sunaiva-memories

# Self-hosted Mem0 Configuration
MEM0_HOST=http://mem0:8080
MEM0_DB_PASSWORD=secure_password_here
USE_SELF_HOSTED_MEM0=true

# PostgreSQL for PII
POSTGRES_PASSWORD=secure_postgres_password
PII_ENCRYPTION_KEY=32_char_encryption_key_for_pii_data
Complete white-labeling and branding
Remove all LibreChat references through comprehensive customization options. Start with environment variables:
# Branding Configuration
APP_TITLE="Your Custom App Name"
CUSTOM_FOOTER="[Your Company](https://yourcompany.com) | [Privacy](https://yourcompany.com/privacy)"
NO_INDEX=true
HELP_AND_FAQ_URL=https://yourcompany.com/help
Replace assets using Docker volume mounts in docker-compose.override.yml:
version: '3.4'
services:
  api:
    environment:
      - NODE_ENV=production
      - APP_TITLE=Your Custom App Name
    volumes:
      - ./custom-assets/logo.svg:/app/client/public/assets/logo.svg
      - ./custom-assets/favicon.ico:/app/client/public/assets/favicon.ico
      - ./custom-assets/manifest.webmanifest:/app/client/public/assets/manifest.webmanifest
      - ./custom-assets/index.html:/app/client/public/index.html
      - ./librechat.yaml:/app/librechat.yaml
DataDog monitoring integration
Implement comprehensive monitoring using the librechat-exporter for Prometheus metrics:
# Add to docker-compose.yml
services:
  metrics:
    image: ghcr.io/virtuos/librechat_exporter:main
    depends_on:
      - mongodb
    ports:
      - "8000:8000"
    environment:
      - MONGODB_URI=mongodb://mongodb:27017/
      - MONGODB_DATABASE=LibreChat
      - LOGGING_LEVEL=info
Configure DataDog agent to scrape metrics:
init_config:
instances:
  - openmetrics_endpoint: 'http://localhost:8000/metrics'
    namespace: 'librechat'
    metrics:
      - 'librechat_*'
    tags:
      - 'service:librechat'
      - 'environment:production'
Stripe payment integration
While LibreChat includes built-in balance tracking, Stripe integration requires custom development. Configure the balance system:
# librechat.yaml
balance:
  enabled: true
  startBalance: 20000  # 20,000 tokens = $20.00
  autoRefill:
    enabled: true
    amount: 10000
    interval: 30
    refillIntervalUnit: 'days'
For custom Stripe integration:
# Stripe Environment Variables
STRIPE_SECRET_KEY=sk_test_...
STRIPE_PUBLISHABLE_KEY=pk_test_...
STRIPE_WEBHOOK_SECRET=whsec_...
ENABLE_PAYMENTS=true
CURRENCY=usd
Production security configuration
Content Security Policy (CSP)
Configure nginx with comprehensive security headers:
server {
    listen 443 ssl http2;
    server_name your-domain.com;
    
    # CSP Headers
    add_header Content-Security-Policy "default-src 'self'; script-src 'self' 'unsafe-inline' 'unsafe-eval'; style-src 'self' 'unsafe-inline' https://fonts.googleapis.com; font-src 'self' https://fonts.gstatic.com; img-src 'self' data: https:; connect-src 'self' https://api.together.xyz;" always;
    
    # Additional security headers
    add_header X-Frame-Options "SAMEORIGIN" always;
    add_header X-Content-Type-Options "nosniff" always;
    add_header Strict-Transport-Security "max-age=31536000; includeSubDomains" always;
    
    location / {
        proxy_pass http://localhost:3080;
        proxy_set_header Host $host;
        proxy_set_header X-Real-IP $remote_addr;
        proxy_set_header X-Forwarded-Proto $scheme;
    }
}
Essential security settings
# Generate secure secrets
JWT_SECRET=your_secure_64_char_hex_key
JWT_REFRESH_SECRET=your_secure_64_char_hex_refresh_key
CREDS_KEY=your_64_char_hex_encryption_key
CREDS_IV=your_32_char_hex_iv

# Rate limiting
LIMIT_CONCURRENT_MESSAGES=true
CONCURRENT_MESSAGE_MAX=2
MESSAGE_IP_MAX=40
MESSAGE_IP_WINDOW=1
One-shot deployment configuration
Deploy everything through environment variables and a single configuration file:
# Complete production .env
NODE_ENV=production
DOMAIN_CLIENT=https://your-domain.com
DOMAIN_SERVER=https://your-domain.com

# AI Providers
TOGETHERAI_API_KEY=your_together_ai_key

# Databases
MONGO_URI=mongodb://username:password@mongodb:27017/LibreChat
USE_REDIS=true
REDIS_URI=redis://redis:6379
RAG_DATABASE_URI=postgresql://user:password@postgres:5432/rag_db

# Pinecone for Vector Storage (Scale)
PINECONE_API_KEY=pcsk_3VmFxs_LNPPxushgEm514CryWczqjQH4SwsTSWfer1a4Bg6zsDkyD73wYYp5RgiG3bzpmy
PINECONE_ENVIRONMENT=us-west1-gcp
PINECONE_INDEX_NAME=sunaiva-memories

# Self-hosted Mem0 with Pinecone
MEM0_HOST=http://mem0:8080
MEM0_DB_PASSWORD=secure_password_here
USE_SELF_HOSTED_MEM0=true

# PostgreSQL for PII Separation
POSTGRES_PASSWORD=secure_postgres_password
PII_ENCRYPTION_KEY=32_char_encryption_key_for_pii_data

# Security
JWT_SECRET=your_jwt_secret
JWT_REFRESH_SECRET=your_refresh_secret
CREDS_KEY=your_encryption_key
CREDS_IV=your_iv_key

# Monitoring
DEBUG_LOGGING=true
CONSOLE_JSON=true

# Performance
CACHE_ENABLED=true
STATIC_CACHE_MAX_AGE=2592000
Deploy with Docker Compose:
docker compose -f deploy-compose.yml up -d
Troubleshooting common issues
Model selection problems
When models don't appear in the dropdown, clear the Redis cache and verify configuration:
# Clear Redis cache
docker exec -it redis redis-cli FLUSHALL

# Verify model names in .env
OPENAI_MODELS=gpt-4-1106-preview,gpt-4-turbo
Chat functionality issues
For streaming problems or empty responses:
# Enable debugging
DEBUG_CONSOLE=true
STREAM_RESPONSE=true

# Check container logs
docker logs LibreChat-API -f
Performance optimization
# Docker resource limits
services:
  api:
    deploy:
      resources:
        limits:
          memory: 2G
          cpus: '1.0'
Create database indexes for better performance:
CREATE INDEX CONCURRENTLY IF NOT EXISTS custom_id_idx ON langchain_pg_embedding (custom_id);
Production deployment checklist
Before going live, ensure you've completed these critical steps:
1. Security hardening: Generate new JWT secrets, configure SSL/TLS, enable rate limiting
2. Database setup: Configure MongoDB authentication, set up Redis caching, prepare PostgreSQL for RAG
3. Monitoring: Deploy metrics exporter, configure DataDog dashboards, set up alerting
4. Branding: Replace all assets, configure custom footer, update manifest files
5. Testing: Verify model selection, test chat functionality, check payment flows
6. Backup: Implement automated backups for MongoDB and configuration files
7. Documentation: Document your specific configuration and deployment procedures
Privacy-first architecture with scale
The SUNAIVA architecture combines self-hosted processing with managed vector storage:
User → Your Infrastructure
         ├── LibreChat (UI/Backend)
         ├── MongoDB (Conversations)
         ├── Self-hosted Mem0 (Memory Processing)
         ├── PostgreSQL (PII Storage - Encrypted)
         ├── Redis (Cache)
         └── External Services
               ├── Pinecone (Vector Storage - No PII)
               └── Together AI (LLM API only)
Privacy features implemented:
· PII Separation: Personal data in PostgreSQL, vectors in Pinecone
· Local Processing: Mem0 processes memories on your servers
· Encrypted PII Storage: Payment info and personal notes encrypted
· Audit Logging: Complete access trail for compliance
· Content Hashing: Store hashes not content in metadata
· GDPR Ready: PII deletion without losing vector relationships
This architecture supports unlimited memories for 100K-1M users while maintaining privacy compliance.

